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Hierarchical resource rationality explains 
human reading behaviour
 

Yunpeng Bai    1,2, Xiaofu Jin2,3,4, Shengdong Zhao    5 & Antti Oulasvirta    2,6 

Reading is a pervasive and cognitively demanding activity that underpins 
modern human culture. It is a prime instance of a class of tasks where eye 
movements are coordinated for the purpose of comprehension. Existing 
theories explain either eye movements or comprehension during reading, 
but the critical link between the two remains unclear. Here we propose 
resource-rational optimization as a unifying control principle governing 
adaptive reading behaviour. Eye movements are selected to maximize 
expected comprehension while minimizing cognitive and temporal costs, 
organized hierarchically across nested time scales: fixation decisions 
support word recognition; sentence-level integration guides skipping and 
regression; and text-level comprehension goals shape memory construction 
and rereading. A computational implementation successfully replicates an 
unprecedented range of findings in human reading, from lexical effects to 
comprehension outcomes. Together, these results suggest that resource 
rationality provides a general mechanism for coordinating perception, 
memory and action in knowledge-intensive human behaviours, offering a 
principled account of how complex cognitive skills adapt to limited resources.

Humans routinely engage in complex cognitive activities that require 
coordinating perception, memory and action over time, under limited 
resources of attention, memory and available time1–3. Explaining how  
such behaviour remains adaptive when decisions are sequential 
and uncertain remains a central challenge for cognitive science4,5. 
Although theories of bounded cognition characterize optimal behav-
iour under constraints, how these principles operate in naturalistic, 
knowledge-intensive tasks is still poorly understood1,2.

Reading exemplifies this class of resource-constrained, sequen-
tial behaviours: a ubiquitous and cognitively demanding activity in 
which eye movements and memory must be coordinated over time to 
support comprehension6. Beyond its practical importance, reading 
provides a naturalistic setting in which to study how humans allocate 
attention and memory over time to support comprehension under 
resource constraints6,7. Computational approaches to explain reading 
have proceeded along two complementary paths. The first describes 

how cognition guides eye movements8–13, and the second focuses on 
how memory and comprehension are constructed7,14,15. Within the 
first path, word recognition is assumed to proceed serially with shifts 
of attention8, with lexical processing stages directly triggering eye 
movements, as being distributed across several words at once, with eye 
movements resulting from a stochastic competition between their acti-
vations9 or as an uncertainty-reduction problem: eye movements are 
chosen to minimize entropy over word identity10,11. These approaches 
focus on capturing local lexical control, leaving unclear how eye move-
ments are guided by evolving comprehension and memory demands 
over time. Approaches using a machine learning technique called con-
ditional generation12,13 treat fixations as a mapping from sentence word 
orders and semantic meanings. Although this approach shows high pre-
dictive accuracy, it lacks explicit cognitive assumptions about memory 
and control. The second path comprises theories of comprehension 
in reading7,14–16, which centre on the construction–integration process.  

Received: 20 January 2026

Accepted: 30 June 2026

Published online: xx xx xxxx

 Check for updates

1Department of Computer Science, School of Computing, National University of Singapore, Singapore, Singapore. 2Department of Information and 
Communications Engineering, School of Electrical Engineering, Aalto University, Espoo, Finland. 3Computational Media and Arts Thrust, Information Hub, 
The Hong Kong University of Science and Technology, Guangzhou, China. 4Academy of Interdisciplinary Studies, The Hong Kong University of Science 
and Technology, Hong Kong, China. 5School of Creative Media, Department of Computer Science, City University of Hong Kong, Hong Kong, China. 
6ELLIS Institute Finland, Espoo, Finland.  e-mail: antti.oulasvirta@aalto.fi

http://www.nature.com/nathumbehav
https://doi.org/10.1038/s41562-026-02534-0
http://orcid.org/0009-0008-7578-0079
http://orcid.org/0000-0001-7971-3107
http://orcid.org/0000-0002-2498-7837
http://crossmark.crossref.org/dialog/?doi=10.1038/s41562-026-02534-0&domain=pdf
mailto:antti.oulasvirta@aalto.fi


Nature Human Behaviour

Article https://doi.org/10.1038/s41562-026-02534-0

memory and supports comprehension, whereas future eye movements 
are chosen in light of these evolving internal states. Moreover, evidence 
from eye-tracking and neuroscience further shows that cognition is 
organized hierarchically across multiple time scales20–22. Accordingly, 
the principle of resource rationality can be extended to derive hier-
archical action representations that balance behavioural efficiency 
with flexibility1,23. These principles naturally link high-level cognition 
with low-level eye movements: fixations emerge as consequences 
of boundedly optimal actions selected to maximize comprehension 
goals. Sequential sampling under hierarchical control ensures that 
low-level eye movements strategically accumulate information for 
memory step by step, providing the foundation on which higher-level 
comprehension processes are built.

We develop a computational model grounded in these principles 
to simulate a resource-rational reader. The reader is formalized as an 
agent that optimizes comprehension through a sequence of decisions, 
trading off expected cumulative gains in understanding against the 
costs of eye-movement effort and time under limited visual, memory 
and temporal resources (Fig. 1). It features a hierarchical control archi-
tecture with three interacting levels: word-, sentence- and text-levels, 
each represented as a controller that contributes to adaptive reading 
behaviour (Fig. 2).

Our model provides a hierarchical resource-rational account that 
unifies eye-movement control and comprehension under a single 
optimal-control principle. It accurately reproduces a broad range 
of known empirical effects of eye movements and comprehension 
in reading from the principle of resource rationality1,18. At the word 

It is assumed that a schema guides working memory in building a coher-
ent propositional text base and reducing it into a gist. Although these 
theories capture the formation of meaning, they do not explain how 
this, in turn, influences eye-movement control. Über-Reader17 repre-
sents an important step towards integrating eye-movement control 
and comprehension processes within a unified framework, combin-
ing mechanisms for word identification, sentence processing and 
discourse representation. In this architecture, eye-movement behav-
iour is generated by interactions among processing stages governed 
by parameterized processing mechanisms. Although this approach 
provides a detailed and empirically grounded account of multilevel 
reading processes, control is implemented through predefined inter-
actions among processing components. As a result, a general account 
of how high-level reading objectives (for example, comprehension) 
and low-level eye-movement control are jointly governed by a single 
control principle remains lacking.

In this work, we provide strong evidence for a unified compu-
tational basis underpinning reading as a joint optimization of eye 
movement and comprehension. We propose that resource-rational 
control1,18,19 provides a general theoretical account of how humans 
coordinate perception, memory and action to maximize long-term 
utility under limited resources during reading, and we instantiate this 
claim in a computational model. The key idea is that reading is adaptive 
decision-making: readers choose where to look next on the basis of 
uncertain and partial information, to efficiently build a coherent under-
standing of the text. Fundamentally, reading is a process of sequential 
information sampling: each fixation contributes evidence that updates 
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Fig. 1 | A resource-rational mechanism for reading. The reader is simulated 
as a resource-rational1,18 agent that maximizes text comprehension (goal) by 
optimizing fixations on a text display (external environment), under constraints 
of limited resources such as memory, visual perception and time. The agent is 
uncertain about the true states because its observations are partial. To handle 
such uncertainties, it maintains probabilistic beliefs over the word, sentence 

and text states through three memory stores—lexical, short-term and long-
term. Decisions are made hierarchically: high-level text comprehension guide 
sentence-level readings, which then guides word recognition and eye-movement 
control. Overall, the model treats reading as a process of selecting where to 
look next on the basis of the current state of understanding and the expected 
informativeness of future observations.

http://www.nature.com/nathumbehav


Nature Human Behaviour

Article https://doi.org/10.1038/s41562-026-02534-0

level (Fig. 3a), the model captures established findings6,24–28: longer 
words prolong fixations, whereas higher frequency and predictability 
shorten them. It also reproduces the preferred viewing location effect 
and within-word regression patterns as a function of landing position. 
These results reflect that eye movements serve as rational control 
strategies for reducing uncertainty about lexical identity in memory. 
At the sentence level (Fig. 3b,c), it predicts skips and regressions as 
rational trade-offs between efficiency and integration accuracy in the 
short-term memory. At the text level (Fig. 3d), it explains how prior 
knowledge29,30 and coherence29–31 improve comprehension and trigger 
targeted regressions to repair failures in text-level comprehension32,33. 
We collected a new dataset of English reading under time pressure and 
compared our model’s simulations against it. The model successfully 
captured human adaptations in skipping, regressions and comprehen-
sion decline34,35 (Fig. 3e), revealing that readers strategically adjust 
eye-movement patterns to maximize comprehension under limited 
time and memory capacities. Crucially, these behaviours are not pre-
scribed by fixed heuristics or task-specific rules but instead emerge 
from optimizing comprehension under hierarchical resource con-
straints, highlighting the explanatory necessity of a resource-rational 
account of reading.

Computational simulation of reading
We formalize resource-rational control hierarchically to capture how 
human readers naturally decompose the complex task of understand-
ing text into nested subtasks during reading. The hierarchy consists 
of three levels operating from low to high (Fig. 2). (1) Word level: 
the controller decides which letters to fixate for word recognition, 
formalized as reducing uncertainty in word identity within the lexi-
cal memory. (2) Sentence level: the controller selects which word to 
read next to support sentence comprehension, balancing reading 
speed against information gain and comprehension accuracy. This 
is reflected in the trade-off between skips and regressions, primarily 
involving short-term memory processes. (3) Text level: the control-
ler determines which sentence to read or reread to achieve coherent 
understanding across the text, coordinating long-term memory con-
struction and coherence monitoring. The three controllers operate 
at different temporal and informational scales but interact continu-
ously. For example, the sentence-level controller instructs the lexical 
controller which word to process next. The lexical controller then 
directs visual attention to that location, deploying fixations to sample 
letters and identify the word. The recognized word is passed back as 
perceptual evidence to the sentence-level controller, which updates 
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Fig. 2 | Hierarchical resource-rational control of reading formalized as POMDPs.  
Eye-movement control is organized into three nested levels: text, sentence and 
word, each operating on its own temporal scale. Higher-level controllers set 
coarse reading targets, and lower-level controllers execute them at finer scales. 
For instance, the text-level controller chooses the sentence, the sentence-
level chooses the word within that sentence and the word-level controller 
recognizes that word by deciding how to sample the letters. At each level, the 
process is formalized as a POMDP. The state SN describes the reading dynamics; 
observations ON reflect noisy visual input sampled from the environment 
(text stimulus) owing to limited visual attention, forming partial observability 

from SN. As the true state SN is not directly observable to the memory, the 
agent maintains a belief state BN on the basis of ON in the memory to handle 
uncertainties: encoding, for example, coherence appraisals across sentences, 
word predictions or word activation distributions. Actions AN are selected on the 
basis of BN to advance reading, which in turn updates the state SN and produces 
new observations ON for the next step. SF represents the final step at given level. 
Decision-makings are resource-rational: at each level, the agent learns to select 
the action that maximizes expected reward, defined as comprehension utility U 
and eye-movement costs CN.
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its representation of sentence meaning and, in turn, contributes to 
text-level comprehension governed by the higher controller.

Each controller’s control problem is represented as a partially 
observable Markov decision process (POMDP)36 (Fig. 2), a mathe
matical framework for modelling sequential decision-making 
under uncertainty. We adopt this formulation to describe reading’s 
resource-rational control because reading is inherently sequential: 
at each step, the agent decides where to look next on the basis of its 
current internal state, including what has been seen, remembered 

and understood so far and its progress towards comprehension. The 
POMDP also captures the uncertainty and partial observability intrinsic 
to reading. Readers cannot fully observe the text at once; letters and 
words outside fixation are only partially visible; thus, decisions must 
be made under uncertainty using imperfect sensory and memory infor-
mation. Within this formalism, the belief state compactly summarizes 
ongoing comprehension and guides the next eye-movement action. 
Each controller is trained independently at its own level using deep 
reinforcement learning37, which learns boundedly optimal policies 
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Fig. 3 | Model reproduces key empirical effects in eye movements and  
comprehension. a,The word-level. Both humans and the simulation show lexical 
influences on gaze duration: shorter, more frequent and more predictable 
words receive shorter gaze duration. In addition, the model reproduces spatial 
aspects of word-level eye movements: initial fixation locations follow the 
preferred viewing position and intraword regressions are biased towards earlier 
letter positions, consistent with human data. b, The sentence-level (skip). 
Short, frequent and predictable words are skipped more often. The skipping 
probability decreases as sentence ambiguity increases. c, The sentence-level 
(regression). Lexically or contextually difficult words elicit more regressions. The 
regression probability increases with sentence ambiguity. d, The text-level. The 
simulation reproduces comprehension-driven control, with more regressions for 
ambiguous sentences and improved recall with higher prior knowledge and text 
coherence. e, Reading under time pressure. Adaptive strategy shifts: increasing 

time pressure leads to faster reading with more skips and fewer regressions, 
accompanied by reduced multiple-choice accuracy and free recall. Human data 
are shown in blue and model predictions in green. In e, dots show individual 
observations, large circles show means and error bars indicate s.d. Human 
eye-movement metrics were computed from participant-level observations 
(n = 28); human comprehension metrics were computed from participant-
level means across trials (n = 32); simulation metrics were computed from 
episode–stimulus observations (n = 9 per condition). These results demonstrate 
reading as a resource-rational process: readers adapt their eye movements to 
linguistic features and available time, producing corresponding adaptations 
in comprehension. These adaptations reflect a systematic trade-off between 
accuracy and effort to maximize overall utility across word-, sentence- and text-
level processing.
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that maximize comprehension utility while minimizing the costs of 
eye-movement effort and time. Reinforcement learning is used here 
as a computational method for approximating optimal decision poli-
cies in partially observable, sequential environments where analytic 
solutions are intractable36. In reading, the agent must act under uncer-
tainty about word identity, sentence meaning and text-level coherence, 
while balancing immediate costs against long-term comprehension 
gains. These properties make it difficult to specify behaviour using 
predefined rules, whereas reinforcement learning enables policies to 
emerge from optimizing these trade-offs directly. After training, the 
three controllers are integrated to function as a unified model capable 
of simulating natural reading behaviours.

Formally, each level is modelled as a POMDP defined by states 
(representing the current reading context), observations (noisy visual 
input and memory signals), actions (for example, fixation, skip and 
regress) and rewards (balancing comprehension gains against time 
and effort costs). As the true state is not directly observable, the agent 
maintains a belief state, that is, a probabilistic summary of its current 
understanding which guides action selection.

Intuitively, a POMDP formalizes reading as a sequence of deci-
sions made under uncertainty. At any moment, the reader does not 
have direct access to the true state of the text (for example, exact word 
identity or sentence meaning) but instead must act on the basis of 
partial visual input and memory. These inputs are integrated into an 
internal belief, a probabilistic representation of the reader’s current 
understanding, which is updated as new evidence is acquired. Each 
fixation provides noisy information that refines this belief. On the 
basis of the current belief, the reader selects actions such as fixating, 
skipping or regressing to improve comprehension while minimizing 
time and effort. In this sense, reading can be understood as a process 
of actively sampling information to reduce uncertainty about mean-
ing under resource constraints. For example, when encountering 
a highly predictable context (for example, ‘drink a cup of ___’), the 
reader’s belief over the upcoming word is already concentrated. In this 
case, the expected gain from fixating the word is low, and the optimal 
policy may skip it to save time. Conversely, when a word is unexpected 
or difficult to integrate, the belief remains uncertain, increasing the 
expected value of additional sampling. The model therefore predicts 
regressions or longer fixations in such cases. These behaviours arise 
from an optimized policy that evaluates the expected value of actions 
under uncertainty, rather than from fixed rules.

At each level of the hierarchy, actions are selected to maximize 
expected utility while minimizing associated costs (for example, 
time and eye-movement effort). Importantly, the model does not 
impose explicit stopping rules or predefined thresholds for terminat-
ing processing. Instead, termination emerges as part of the policy: 
the agent decides whether to continue sampling information or to 
stop on the basis of its current belief state and the expected value of 
further actions. Control is transferred across levels when the policy 
selects termination actions rather than being triggered by externally 
specified criteria. Coordination between levels does not rely on explicit 
communication about information requirements. Instead, it is medi-
ated implicitly through belief states and value: higher-level policies 
shape lower-level behaviour by defining goals and reward functions, 
whereas lower-level processing updates beliefs that determine the 
expected utility of continuing or terminating. In this sense, both the 
type and amount of information required are encoded in the agent’s 
value function, rather than communicated through separate control 
signals. For example, during sentence reading, the agent processes 
the current word while forming predictions about upcoming words on 
the basis of contextual information (stored in the short-term memory) 
and parafoveal preview. These beliefs guide action selection, including 
whether to fixate, skip or regress. When uncertainty about comprehen-
sion remains high, the agent may regress to earlier words to acquire 
additional information; when the expected value of further processing 

is low, it proceeds to the next word or sentence. At the text level, the 
same principle governs decisions about rereading versus advancing. 
Thus, coordination between levels arises from policy-driven control 
under a shared resource-rational principle, rather than from explicit 
communication protocols or fixed stopping rules. The importance of 
these design choices is supported by ablation results (Fig. 5), where 
removing hierarchical structure or altering long-term value sensitiv-
ity leads to degraded and less human-like performance, indicating 
that effective interaction between levels is essential for reproducing 
human reading behaviour.

Results
We compare our model’s simulation results against a set of established 
empirical effects at the word6,24,27,28, sentence6,24,32,38 and text levels7,29,33; 
as well as reading under time constraints35. These well-established 
effects have long been used to characterize the adaptive dynamics  
of human reading, reflecting how eye movements and linguistic  
processing interact under resource constraints. Successfully repro-
ducing them provides a rigorous test of whether the model captures  
the hierarchical resource-rational mechanisms in reading.

Deciding when and where to fixate in a word
Word-level eye-movement behaviour reflects how readers manage 
uncertainty during lexical identification under limited visual, atten-
tional and memory resources. Empirical findings show that gaze 
duration, defined as the sum of all fixation durations on a word during  
its first pass, varies systematically with word length, frequency and 
contextual predictability6,24. Our simulations reproduced the direc-
tion of the human lexical effects on gaze duration (Fig. 3a and Table 1).  
Across the aggregate values plotted in the figure, gaze duration 
increased with word length and decreased with log frequency in  
both human and simulated data. Gaze duration also showed a negative 
aggregate trend with logit predictability in both human and simulated 
data, although neither trend reached significance in the aggregate 
regressions over the five plotted bins.

Our model also replicates where to fixate. Human readers exhibit 
a preferred viewing position, with initial fixations landing between the 
beginning and the middle of the word8,27. Our model reproduces this 
spatial pattern, matching the McConkie dataset28, where first-fixation 
probabilities peak in this region. In addition, human readers exhibit 
within-word (intraword) regressions that return to earlier letter posi-
tions. Our model captures this effect in comparison with Rayner’s 
data27, showing higher regression probabilities towards earlier posi-
tions within the word. Both effects are illustrated for word length 
equals 8 in Fig. 3a. Together, the simulated initial fixation and regres-
sion distributions closely match human patterns, demonstrating that 
the model captures not only when but also where visual attention is 
allocated during word recognition.

We model word recognition as a resource-rational control prob-
lem framed as a POMDP (Extended Data Fig. 1). As visual attention is 
limited, human readers often require multiple fixations on different 
parts of a word to identify it accurately. Resource rationality explains 
this as uncertainty reduction: for both human readers and the agent 
reader, the partial visual input of letters from each fixation activates 
several candidate words in lexical memory, creating uncertainty about 
the word’s identity. To reduce this uncertainty, the reader selects fixa-
tion locations that maximize expected information gain for accurate 
word recognition under resource constraints. We model the evolution 
of uncertainty using Bayesian belief updating11. The agent maintains a 
distribution over candidate words, updated after each fixation on the 
basis of sampled letters. Lexical frequency and contextual predictabil-
ity define priors, whereas visual input provides likelihood evidence, 
together determining posterior beliefs. Fixation duration is modelled 
as proportional to uncertainty reduction: when multiple candidates 
remain active, fixations lengthen to resolve competition11. At each 
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step, the agent chooses actions (fixation locations and termination 
decisions) that balance recognition accuracy against the effort and 
time cost of eye movements.

Compared with traditional models of eye-movement control 
such as E-Z Reader8 and the Über-Reader17, our approach differs in 
how lexical factors are mapped onto eye-movement control. In these 
models, variables such as word frequency, predictability and length 
are explicitly linked to fixation timing and control decisions through 
predefined processing stages or parameterized functions. By con-
trast, our model does not specify fixed mappings from these variables  
to eye movements a priori. Instead, they enter as components of the 
agent’s belief state (for example, priors and likelihoods over word  
identity), and their influence on fixation behaviour emerges from 
optimizing a resource-rational control policy. As a result, classic effects 
arise from the objective of reducing uncertainty under resource con-
straints, rather than being encoded as predefined control rules.

In contrast to the Bayesian reader11, which models word recog-
nition as thresholded evidence accumulation with fixed informa-
tion acquisition, our model treats word recognition as a sequential 
decision-making problem. Although Bayesian inference governs  
belief updating in both approaches, our model additionally optimizes 

action selection: at each step, the agent selects fixation locations  
and termination decisions to maximize expected recognition utility 
under cognitive and temporal constraints. As a result, both when and 
where to fixate are determined by a unified control objective, rather 
than specified by predefined rules or thresholds. Under restrictive 
assumptions, such as fixed sampling and threshold-based stopping, 
the Bayesian reader can be interpreted as a restricted instance of 
this formulation.

This model explains classic word-level eye-movement effects as 
consequences of rational uncertainty reduction during lexical iden-
tification. Longer words yield greater lexical uncertainty, requiring 
more and longer fixations for identification. By contrast, frequent 
or predictable words begin with sharper priors, which lead to more 
peaked belief distributions and thus reach confident recognition 
more quickly, resulting in shorter and fewer fixations. Notably, fixa-
tion locations are selected to maximize expected information gain 
under perceptual constraints, leading to a preferred viewing posi-
tion slightly left of centre, consistent with human data. Within-word 
regressions arise when uncertainty remains after initial fixation, 
directing attention to earlier letter positions that are often more 
diagnostic for disambiguating competing candidates. In summary, 

Table 1 | Summary of inferential statistical analyses

Analysis Outcome Predictor/contrast Dataset Estimate Test statistic P value, effect size (95% CI)

Word recognition Gaze duration Word length Human β = 13.85 t(10) = 7.45 P < 0.001, R2 = 0.85 (9.71 to 18.00)

Word recognition Gaze duration Word length Simulation β = 21.31 t(12) = 11.61 P < 0.001, R2 = 0.92 (17.31 to 25.31)

Word recognition Gaze duration Log frequency Human β = −14.01 t(3) = − 5.89 P = 0.010, R2 = 0.92 (−21.58 to -6.43)

Word recognition Gaze duration Log frequency Simulation β = −22.27 t(3) = −7.09 P = 0.006, R2 = 0.94 (−32.26 to −12.27)

Word recognition Gaze duration Logit predictability Human β = −7.83 t(3) = −2.72 P = 0.072, R2 = 0.71 (−16.99 to 1.33)

Word recognition Gaze duration Logit predictability Simulation β = −17.68 t(3) = −2.71 P = 0.073, R2 = 0.71 (−38.45 to 3.08)

Sentence reading Skip probability Word length Human β = −0.029 t(18) = −6.44 P < 0.001, R2 = 0.70 (−0.038 to −0.019)

Sentence reading Skip probability Word length Simulation β = −0.023 t(18) = −6.92 P < 0.001, R2 = 0.73 (−0.030 to −0.016)

Sentence reading Skip probability Logit predictability Human β = 0.033 t(10) = 2.62 P = 0.025, R2 = 0.41 (0.005 to 0.061)

Sentence reading Skip probability Logit predictability Simulation β = 0.032 t(10) = 1.59 P = 0.144, R2 = 0.20 (−0.013 to 0.076)

Sentence reading Skip probability Log frequency Human β = 0.061 t(10) = 4.87 P < 0.001, R2 = 0.70 (0.033 to 0.089)

Sentence reading Skip probability Log frequency Simulation β = 0.027 t(10) = 5.33 P < 0.001, R2 = 0.74 (0.016 to 0.039)

Sentence reading Regression probability Word difficulty Human β = 0.212 t(10) = 9.30 P < 0.001, R2 = 0.90 (0.161 to 0.262)

Sentence reading Regression probability Word difficulty Simulation β = 0.285 t(10) = 3.23 P = 0.009, R2 = 0.51 (0.088 to 0.482)

Sentence reading Regression probability Sentence ambiguity Human β = 0.0088 t(8) = 5.13 P < 0.001, R2 = 0.77 (0.0049 to 0.0128)

Sentence reading Regression probability Sentence ambiguity Simulation β = 0.0289 t(8) = 5.39 P < 0.001, R2 = 0.78 (0.0166 to 0.0413)

Sentence reading Skip probability Sentence ambiguity Human β = −0.0025 t(8) = −0.46 P = 0.656, R2 = 0.03 (−0.0150 to 0.0100)

Sentence reading Skip probability Sentence ambiguity Simulation β = −0.0049 t(8) = −1.81 P = 0.107, R2 = 0.29 (−0.0110 to 0.0013)

Text reading Regression probability Unambiguous versus 
ambiguous sentences

Simulation OR = 1.57 χ2(1) = 25.97 P < 0.001 (1.32 to 1.87)

Time pressure Reading speed Available reading time Human β = −13.25 t(114) = −2.87 P = 0.005, R2 = 0.067 (−22.38 to −4.12)

Time pressure Reading speed Available reading time Simulation β = −13.52 t(24) = −3.77 P < 0.001, R2 = 0.372 (−20.92 to −6.12)

Time pressure Skip rate Available reading time Human β = −0.041 t(114) = −4.09 P < 0.001, R2 = 0.128 (−0.061 to −0.021)

Time pressure Skip rate Available reading time Simulation β = −0.033 t(24) = −4.23 P < 0.001, R2 = 0.427 (−0.050 to −0.017)

Time pressure Regression rate Available reading time Human β = 0.136 t(114) = 8.15 P < 0.001, R2 = 0.368 (0.103 to 0.169)

Time pressure Regression rate Available reading time Simulation β = 0.123 t(24) = 6.36 P < 0.001, R2 = 0.628 (0.083 to 0.163)

Time pressure MCQ accuracy Available reading time Human β = 0.117 t(861) = 14.51 P < 0.001, R2 = 0.196 (0.101 to 0.132)

Time pressure MCQ accuracy Available reading time Simulation β = 0.156 t(24) = 2.96 P = 0.007, R2 = 0.267 (0.047 to 0.264)

Time pressure Free recall Available reading time Human β = 0.038 t(861) = 6.67 P < 0.001, R2 = 0.049 (0.027 to 0.049)

Time pressure Free recall Available reading time Simulation β = 0.070 t(24) = 1.99 P = 0.058, R2 = 0.142 (−0.003 to 0.143)

Each row reports the corresponding test statistic, degrees of freedom, P value, effect size and 95% CI where applicable. For linear regression analyses, β denotes the estimated slope, and R2 is 
reported as the effect size. For the chi-squared analysis, the OR is reported as the effect size.
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word recognition is a boundedly optimal process in which fixation 
timing and location reflect rational trade-offs between information 
gain, accuracy and eye-movement costs.

Deciding where to fixate in a sentence
At the sentence level, readers must decide not only how long to fix-
ate on words but also whether to skip ahead or regress to earlier text 
to maintain coherent comprehension. Lexical properties systemati-
cally shape eye-movement control at the sentence level: shorter, more  
frequent and more predictable words are skipped more; difficult  
words elicit regressions6,24,32,38–41. Here, we derive word difficulty as 
integration difficulty quantified by surprisal (negative log probability  
of a word given its preceding context)42,43, which jointly captures  
frequency and contextual predictability. These effects make skip-
ping and regression behaviour informative readouts of how readers  
allocate attention during sentence comprehension. We use the Task 
2 of the ZuCo 1.0 dataset, which provides detailed eye-movement  
records during natural sentence reading44. We derived two comple
mentary measures to capture these effects: skipping probability, 
defined as the proportion of trials in which a word received no first- 
pass fixation, and regression probability, defined as the proportion  
of trials in which a word was refixated after the gaze had already  
moved past it. Owing to the granularity of the available eye-tracking 
annotations, our analyses focus on interword (between-word) regres-
sions; intraword regressions are not reliably distinguished in the dataset 
and are therefore not included in the sentence-level evaluation.

Our model reproduces these effects (Fig. 3b,c). Skipping decreases 
with word length (human, β = −0.03, R2 = 0.70; simulation, β = −0.02,  
R2 = 0.73) and increases with log frequency (human, β = 0.06, R2 = 0.70; 
simulation, β = 0.02, R2 = 0.74) and with logit predictability (human,  
β = 0.03, R2 = 0.41; simulation, β = 0.03, R2 = 0.20). Regression prob-
abilities rise with word difficulty (human, β = 0.21, R2 = 0.90; simulation, 
β = 0.29, R2 = 0.51). Our model reproduced the direction of the lexical 
effects on sentence-level eye-movement control (Fig. 3b,c and Table 1). 
Across the aggregate values plotted in the figure, skipping probability 
decreased with word length and increased with log frequency in both 
human and simulated data. Skipping probability also increased with 
logit predictability in both datasets. Regression probability increased 
with word difficulty in both human and simulated data. Together, these 
results show that the model captures the major directional effects 
of lexical variables on skipping and regression behaviour during 
sentence reading.

Beyond lexical effects during sentence reading, we also exam-
ined sentence-level integration difficulty by analysing how sentence 
ambiguity influences eye-movement behaviour. Sentence ambiguity 
was estimated using an uncertainty-based measure reflecting the pre-
dictability of sentence continuations in context45 (see Supplementary 
Information section 1.4.2 for details). For each sentence, we computed 
the average skipping and regression probabilities across its words 
and examined how these vary with sentence ambiguity. Regression 
probability increased significantly with sentence ambiguity in both 
human and simulated data (Fig. 3b,c and Table 1), indicating that more 
ambiguous sentences trigger additional rereading during integra-
tion. By contrast, skipping probability showed a weak negative trend 
with sentence ambiguity in both datasets, but neither trend reached 
significance. These results suggest that the model captures the qualita-
tive influence of sentence-level ambiguity on eye-movement control.

Sentence-level eye-movement control can be understood as 
strategic action selection under uncertainty, where readers balance 
comprehension goals against the costs of eye movements and time. 
We formalize eye-movement in sentence reading as resource-rational 
control under partial observability (Extended Data Fig. 2). Rather than 
a linear or reflexive sequence8,46, sentence reading is modelled as a 
strategic control problem in which the reader chooses among actions: 
moving forward, skipping, regressing or terminating to optimize 

expected comprehension under visual attention and memory con-
straints. In this formulation, the agent’s decisions are directly guided 
by two internal beliefs that summarize its partially observable state. 
A comprehension belief tracks how well previously read words have 
been integrated into a coherent representation, whereas a prediction 
belief estimates the likelihood of upcoming words on the basis of con-
textual information and parafoveal preview. When the comprehension 
belief is low, indicating poor semantic integration among previously 
read words (Methods), the agent increases regressions (and reduces 
skipping) to improve comprehension, trading additional time and 
eye-movement costs for information gain. This explains why ambigu-
ous sentences and difficult words, which disrupt semantic integration, 
trigger more regressions. Conversely, when the prediction belief for 
upcoming words is high, the agent skips these words to save time with 
minimal expected information loss. This accounts for higher skipping 
probability for short, frequent or predictable words, which are more 
easily inferred from context and preview. Skipping is also more likely 
in less ambiguous sentences, where greater comprehension certainty 
reduces the need for verification through fixations or regressions. 
Importantly, although eye-movement behaviour is strongly modulated 
by local lexical properties, these factors do not directly determine 
control decisions. Instead, they influence the agent’s internal beliefs, 
which in turn guide action selection. Thus, lexical influences on eye 
movements emerge as a consequence of belief-driven control under 
a unified comprehension objective rather than as independent deter-
minants of behaviour.

In contrast to models that map eye-movement behaviour to pre-
defined control rules8,9, structured processing mechanisms17 or fixed 
decision thresholds47, our model formulates fixation control as an 
optimization problem. At each step, the agent selects among for-
ward movement, skipping and regression by optimizing expected 
sentence-level comprehension utility under resource constraints. 
Lexical properties (for example, frequency and predictability) influ-
ence behaviour indirectly through the belief state, shaping action 
selection via the resulting control policy.

Text comprehension and deciding where to read in text
At the level of extended text, readers must decide not only how to pro-
cess incoming information but also when to revisit earlier material to 
maintain a coherent mental representation. Prior work has found that 
both text coherence (the explicit connectedness of ideas within and 
across sentences) and prior knowledge (readers’ existing understand-
ing of the text domain) strongly shape comprehension and recall7,29. 
Using the dataset of McNamara et al.29, we replicated these effects and 
matched their magnitudes (Fig. 3d): participants recalled a greater 
proportion of propositions when they possessed higher prior knowl-
edge (human, M = 0.45 ± 0.03; simulation, M = 0.47 ± 0.03) compared 
with lower prior knowledge (human, M = 0.34 ± 0.05; simulation,  
M = 0.31 ± 0.08). Likewise, coherent texts—those with stronger local 
and global connections—were remembered better (human, M = 0.43 ± 
0.05; simulation, M = 0.45 ± 0.05) than low-coherence texts (human, M = 
0.35 ± 0.06; simulation, M = 0.33 ± 0.10). Across the four condition-level 
recall means, the simulation closely matched the human pattern (mean 
absolute error (MAE) of 0.027, root mean squared error (RMSE) of 
0.033, r = 0.983). Beyond reproducing mean recall scores, the model 
also generates adaptive eye-movement behaviour during text reading. 
Empirical studies show that readers initiate more regressions when 
sentences are temporarily misanalysed or syntactically ambiguous32,33. 
To evaluate whether the model reproduces this effect, we compared 
regression probabilities between ambiguous and unambiguous texts 
using the same stimuli and condition distinctions reported by Staub 
and Clifton33. Consistent with the empirical pattern, the agent exhibited 
higher regression probabilities when processing ambiguous material 
than unambiguous material (simulation, M = 0.13 ± 0.01 versus M = 0.09 
± 0.01; χ2(1) = 25.97, P < 0.001 OR 1.57, 95% CI 1.32 to 1.87), paralleling 
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the human data33 (human, M = 0.19 ± 0.05 versus M = 0.07 ± 0.03), as 
shown in Fig. 3d and Table 1.

At the text level, comprehension is governed by resource-rational 
control over an evolving, partially observable text state (Extended  
Data Fig. 3). As the agent cannot directly observe the full underlying 
state of the text, it must rely on partial and memory-limited obser-
vations, derived from noisy letter sampling, capacity-constrained 
sentence integration and compressed long-term representations. 
Thus, the agent must rely on a belief state that tracks the reader’s 
evolving interpretation of the text. At each step, the agent strategi-
cally chooses from the action space of continue reading, regress to an 
earlier sentence or terminate to optimize comprehension. Memory 
construction is modelled to parallel human processes inspired by the 
framework of Kintsch et al.7: readers build coherence across sentences 
by coordinating short-term and long-term memory, but because work-
ing memory is capacity-limited, only a subset of propositions can be 
retained. Readers therefore prioritize propositions that are coherent 
or important while activating relevant knowledge from long-term 
memory to support integration. Propositions that persist across cycles 
are gradually consolidated into compressed ‘gist’ representations, 
forming the backbone of text-level understanding. The effect of prior 
knowledge is captured through the model’s activation threshold, which 
determines how relevant a proposition must be to be integrated into 
long-term memory. Higher thresholds indicate greater difficulty of 
activation, corresponding to readers with lower prior knowledge. In 
contrast to prior work, the effect of text coherence does not require a 
threshold parameter: when the agent parses texts of varying coherence, 
the computed proposition-to-proposition relevance naturally differs: 
coherent texts yield higher internal consistency, whereas incoherent 
texts produce lower relevance scores. Thus, coherence effects emerge 
intrinsically from the text structure itself.

Compared with prior models of text comprehension and integra-
tive reading architectures, such as Über-Reader17 and the construction–
integration framework7, our model treats comprehension as an explicit 
control objective that directly guides eye-movement decisions. In these 
models, comprehension is constructed through interactions among 
memory representations and processing mechanisms but is not used to 
explicitly select actions. By contrast, eye movements in our model are 
selected by optimizing a unified objective over expected comprehen-
sion outcomes under memory constraints. Consistent with the regres-
sion patterns observed in both human readers and the model (Fig. 3d), 
when integration difficulty or ambiguity arises, readers deploy targeted 
regressions as compensatory control32,38, strategically revisiting ear-
lier text to restore coherence. In our model, such regressions are not 
reactive noise but rational investments, where costly actions are taken 
only when the expected gain in comprehension outweighs the time and 
effort cost. This mechanism naturally explains why rereading increases 
under low prior knowledge or low coherence: when memory integra-
tion falters, the optimal policy favours revisiting earlier material to 
recover coherence. Unlike comprehension-only frameworks7,14,15, which 
assume input is already encoded, our account links gaze allocation 
directly to memory integration, providing a principled computational 
explanation of how attention control and text-level comprehension are 
bidirectionally coordinated under resource constraints.

Speed-accuracy trade-off when reading under time pressure
Time pressure fundamentally alters how humans read, forcing readers 
to trade comprehension accuracy against speed. Prior studies have 
established that when readers face time constraints, they adjust reading 
strategies: reading speeds increase, skipping becomes more frequent, 
regressions are reduced and comprehension performance declines35. 
However, most existing datasets either do not manipulate time directly 
or fail to capture the joint dynamics of gaze behaviour and memory 
formation during English reading. To address this gap, we collected a 
dedicated Reading Under Time Pressure dataset, in which 39 participants 

read texts (stimulus exemplified in Extended Data Fig. 4) under three 
time conditions (30 s, 60 s and 90 s) whereas both eye movements and 
comprehension outcomes were simultaneously recorded. Human read-
ers exhibited systematic adaptations across time conditions (Fig. 3e). 
As available reading time increased from 30 s to 90 s, reading speed 
decreased from 191 ± 38 to 166 ± 28 words per minute (WPM), skip-
ping rate declined from 0.39 ± 0.08 to 0.31 ± 0.08 and regression rate 
increased from 0.32 ± 0.12 to 0.59 ± 0.11. Comprehension performance 
also improved with more time, with multiple-choice question (MCQ) 
accuracy increasing from 0.59 ± 0.14 to 0.83 ± 0.12 and free recall 
increasing from 0.64 ± 0.08 to 0.73 ± 0.07. Example scanpaths and 
heat maps under the three time conditions are shown in Fig. 4a,b, and 
example free-recall responses are shown in Fig. 4c. The simulation 
reproduced the same directional adaptations across reading speed, 
skip rate, regression rate and MCQ accuracy, with the free-recall trend in 
the same positive direction but not reaching conventional significance 
(Table 1). Across the 15 metric-by-time-condition means, human–simu-
lation agreement was high (MAE of 1.460, RMSE of 3.305, r = 0.9999). 
From a resource-rational perspective, these adjustments reflect a stra-
tegic trade-off of comprehension gains against time costs. When time 
is abundant, readers can afford to allocate more fixations to difficult 
texts and to regress to repair comprehension. As time becomes scarce, 
however, the value of additional fixations diminishes: forward saccades 
accelerate, regressions are suppressed and attention shifts towards 
selectively sampling more informative regions.

To capture these empirical adaptations, we extended the 
model to incorporate time constraints, framing comprehension as a 
resource-rational control problem where speed must be traded against 
comprehension performance. Unlike natural, unconstrained reading, 
time-pressured reading forces agents to prioritize task completion 
within strict temporal limits, often sacrificing local (sentence-level) 
or global (text-level) coherence. Our model incorporates time directly 
into the observation space, allowing the agent to track remaining time 
and adjust its behaviour accordingly. Final rewards are computed on 
the basis of comprehension score, which is the geometric mean of 
appraisals across sentences, shaped by time-sensitive factors that 
influence the agent’s priorities under pressure (see the Methods for 
details). This enables the agent to learn adaptive reading strategies, 
such as modulating skipping, regressions and termination, on the basis 
of available time. The enhanced model reproduces and explains key 
empirical effects (Fig. 3e): with ample time (90 s), the agent allocated 
more fixations to difficult or low-confidence regions, often revisiting 
earlier sentences to strengthen integration. Under high time pressure 
(30 s), both humans and the model adopt a quantity-over-quality strat-
egy, characterized by rapid forward saccades, minimal rereading and 
selective sampling of informative regions. This shift mirrors human 
adaptation across conditions and reflects a strategic reweighting of 
expected comprehension gains against time costs: as time becomes 
scarce, completing the text efficiently is prioritized over further refine-
ment of understanding.

Apart from matching these empirical metrics, our model also cap-
tured the direction of effects reported in an independent eye-tracking 
study of reading under time constraints on a French corpus35. That 
study reported human adaptations consistent with our findings: as time 
pressure decreases, readers show longer mean fixation durations and a 
higher proportion of directly fixated content words, whereas saccade 
amplitude, saccade rate and left-to-right gaze velocity decline. Our 
model reproduced all of these time-pressure-dependent patterns to 
a high level of accuracy (Extended Data Fig. 5).

Validating the necessity of hierarchical resource rationality
To further validate the memory-construction module design and neces-
sity of long-term comprehension utility optimization, we compared the 
full hierarchical model with five baseline models (Fig. 5). To quantify 
model adequacy, each model was compared with the human data across 
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‘initiate a bicycling program with 
distributing free helmets. The goal of 
the program is alleviating tra�ic 
congestion.’

‘the government launch a program to 
encourage citizens riding bicycle. they 
encourage people riding in the nearby trip. 
and they will add more areas for the bikes. 
Besides the bikes are equipped with many 
technology to ensure the safety like GPS or 
light.’

‘eco-friendly program is going to be 
launched next months some bikes will 
be added into the street. These 
program aims to encourage people to 
use bike instead of driving car 
especially for a short distance 
roadway travel.’

‘The city launched a program to 
promote eco-friendly transport. New 
bikes and docking stations will be 
added soon.’

‘The city expanded its public bicycle 
project to meet demand for green 
travel. New bikes with GPS and better 
safety will be introduced, and a 
campaign will promote safe riding.’

‘The city is expanding its bicycle 
program that began three years ago to 
support eco-friendly transport. More 
bikes and stations are coming, with 
safety upgrades and public awareness 
e�orts.’

Human 

Simulation

Human 

Simulation

Human 

Simulation

b    Scanpaths

Fig. 4 | Reading behaviour under different time constraints (30 s, 60 s and 90 s).  
a, Heat maps. Both humans and the simulation broaden the coverage of fixations 
and allocate more fixation time as available reading time increases. b, Scanpaths. 
Eye-movement sequences adapt to time pressure: limited time causes faster 
reading with more skips (blue) and fewer regressions (green), whereas abundant 
time allows more careful inspection and targeted regressions. Red dots and 
lines represent normal (first-pass) fixation points and saccades, respectively. 
c, The recall. Free-recall responses reflect the same trade-off: shorter durations 

yield coarse recall, whereas longer durations support more complete and 
detailed memory. Together, these patterns illustrate reading as a resource-
rational control process that flexibly adapts to time resources: when time is 
limited, readers optimize overall comprehension by prioritizing coverage over 
detail—skipping more and regressing less; when time is abundant, they shift 
towards higher-accuracy comprehension by investing additional fixations and 
regressions.
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the 15 metric-by-time-condition means shown in Fig. 5: reading speed, 
skip rate, regression rate, MCQ accuracy and free recall across 30 s,  
60 s and 90 s. The full hierarchical model showed the closest agreement 
with human behaviour across these measures (Pearson r = 0.9999,  
MAE of 1.46, RMSE of 3.31), whereas all ablated models produced 
substantially larger deviations from human behaviour (rRMSE of 
27.52–78.96).

The first baseline, the unlimited-memory agent, stores all parsed 
propositions in long-term memory without strategic selection. It 
achieved superhuman comprehension performance, with higher 
mean MCQ accuracy and free recall than humans across time condi-
tions (MCQ, 0.852 versus 0.716; free recall, 0.874 versus 0.692), while 
producing markedly fewer regressions (0.072 versus 0.462). Although 
its overall pattern remained positively correlated with human data 
(r = 0.9324), it deviated much more strongly from human behaviour 
than the full model (MAE of 11.12, RMSE of 27.52), indicating that real-
istic memory limits are essential for generating human-like reading 
behaviour. The next two baselines were myopic sentence readers 
(γ = 0.2, 0.6), which plan only locally within each sentence and fail 
to optimize longer-term sentence- and text-level comprehension. 
These agents failed to learn forward progress, producing near-zero 
comprehension and abnormal eye-movement profiles. Their outputs 
therefore showed the largest deviations from human behaviour (MAE 
of 35.69, RMSE of 78.96 for both variants), consistent with stalling at 
local states rather than pursuing a longer-term reading goal. The final 
two baselines were myopic text readers (γ = 0.2, 0.6), which preserve 
lower-level reading mechanisms but lack efficient high-level planning 
over the text. These agents read only the initial portions of the text 

and failed to decide where to read next to maximize overall compre-
hension. As a result, they showed substantially slower reading than 
humans (mean reading speed, 34.36 and 42.31 WPM, respectively, 
versus 176.25 WPM in humans) and markedly reduced comprehension 
(mean MCQ accuracy, 0.044 and 0.067, respectively, versus 0.716 
in humans; mean free recall: 0.383 and 0.375, respectively, versus 
0.692 in humans). Both myopic text-reader variants therefore devi-
ated much more strongly from human behaviour than the full model 
(MAE of 28.60, RMSE of 63.49 for (γ = 0.2); MAE of 27.00, RMSE of 
60.11 for (γ = 0.6)).

Across all conditions, only the full hierarchical model, combining 
bounded memory capacity with long-term value estimation, repro-
duces both human eye-movement patterns and comprehension  
performance. Ablation results show that removing higher-level plan-
ning leads to inefficient reading behaviour, such as stalling or prema-
ture termination, because lower-level processes lack guidance about 
future consequences. By contrast, the full model selects actions on  
the basis of their expected contribution to overall comprehension, 
allowing higher-level objectives to guide eye-movement decisions 
without requiring explicit coordination mechanisms.

Discussion
This Article establishes that human reading behaviour arises from  
a general resource-rational control mechanism—one that coordi-
nates perception, memory and sequential action under uncertainty. 
Although deep reinforcement learning has been advanced as a powerful  
method for instantiating computational theories of the human mind48–53,  
what has been missing is an account of how hierarchical processing 
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Fig. 5 | Effects of memory limits, hierarchical integrity and long-term 
comprehension utility. a–c, Eye movements (reading speed (a), skip rate (b) 
and regression rate (c)) under three time limits (30 s, 60 s and 90 s). d,e, The 
comprehension (MCQ accuracy (d) and free recall (e)) under three time limits 
(30 s, 60 s and 90 s). Human data are shown in blue; the full model simulation 
is shown in green; baseline simulations are shown in grey with green outlines/
hatches. Dots show individual observations, with human eye-movement 
measures plotted at the participant level (n = 28), human comprehension 
measures plotted as participant-level means across trials (n = 32) and simulation 
eye-movement and comprehension measures plotted at the episode–stimulus 
level for the full model (n = 9 per time condition). Baseline eye-movement 
measures are plotted at the episode–stimulus level (n = 9 per time condition). 
Baseline comprehension summaries were computed over (n = 27) trials per 
time condition. Large markers show means, and error bars denote standard 

deviations; for bounded measures (skip rate, regression rate, MCQ accuracy ND 
free recall), error bars are truncated to the feasible range ([0, 1]). The unlimited-
memory model achieves markedly superhuman MCQ and free-recall scores 
while showing fewer regressions and faster reading. The myopic sentence reader 
(γ = 0.2, 0.6) collapses into local behaviour, repeatedly fixating early words 
and failing to advance through the text, producing near-zero comprehension. 
The myopic text reader ((γ = 0.2)) preserves lower-level word and sentence 
processing but fails to proceed reading over sentences, yielding markedly 
reduced comprehension; a milder myopia ((γ = 0.6)) improves performance 
but still falls far below humans. By contrast, the full agent, combining bounded 
memory with non-myopic optimization of future comprehension, most closely 
matches human eye movements and comprehension. These results show that 
human-like reading requires realistic resource limits, sensitivity to long-term 
comprehension utility and an intact hierarchical control structure.
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emerges in knowledge-intensive tasks involving eye movements. 
Readers allocate fixations through strategic, sequential decisions that 
maximize comprehension while minimizing effort and time, under 
the uncertainties imposed by limited cognitive resources. Our model 
represents this principle as a hierarchical POMDP solved with deep 
reinforcement learning, enabling policies to emerge under realistic 
perceptual and memory uncertainty that faithfully capture human- 
like resource limits. This resource-rational hierarchical architecture 
bridges a long-standing divide among theories of memory, perception 
and control, not only in reading research but also across behavioural 
and cognitive sciences. It proposes that high-level comprehension 
processes and lower-level motor-control processes can be understood 
as outcomes of a unified optimization process. Although integrative 
architectures such as the Über-Reader17 aim to link eye-movement 
control with comprehension across multiple levels, providing a detailed 
and empirically grounded account of interacting processes, control 
in these models is specified through the structure and interaction of 
processing components. By contrast, our model formulates reading 
as a sequential decision-making problem, in which eye-movement 
behaviour and comprehension emerge from learned policies that opti-
mize a shared objective under uncertainty. Unlike earlier models8,9 that 
relied on handcrafted heuristics or treated gaze behaviour as reflexive, 
our approach treats reading as an adaptive, goal-directed process of  
active information sampling. As a result, the model reproduces canoni-
cal behavioural phenomena across scales—from word to sentence to 
text—including effects of word length, frequency and predictability, as 
well as skips, regressions and adaptive strategies under time pressure. 
More importantly, it provides direct computational validation that 
explaining reading mechanisms through the lens of resource rationality 
offers a unified and general account of human reading behaviour. The 
same trade-off between immediate and delayed informational gain 
appears broadly in human decision-making, suggesting that reading 
reveals a general cognitive strategy for allocating effort and informa-
tion under uncertainty, rather than a task-specific mechanism.

Resource rationality explains the remarkable adaptability 
observed in human reading. When we relaxed resource limits in simu-
lation by granting the agent unlimited memory or full visual access 
to text, strategic eye-movement control disappeared. The agent 
no longer needed to decide where to look or when to move; com-
prehension could be achieved trivially without selective sampling. 
Conversely, when resources were bounded, the agent adapted by 
allocating fixations to maximize long-term comprehension utility 
while minimizing immediate effort. This trade-off was formalized 
through value estimation across future steps: when decision-making 
was biased towards short-term outcomes (γ = 0.2, 0.6), the agent 
became myopic and locally optimal, fixating repeatedly within a 
sentence without anticipating how present sampling supports later 
comprehension. These behavioural shifts mirror human tendencies 
to balance immediate versus delayed informational gain, reinforcing 
that reading is a goal-directed optimization process. The hierarchi-
cal architecture of our model was crucial for enabling such adaptive 
control. Human readers naturally decompose the complex task of 
understanding text into nested subtasks6,8—selecting regions, words 
and letters—each operating over distinct temporal and informa-
tional scales. Such hierarchical decomposition is a signature of many 
complex skills54: from language comprehension to motor planning, 
suggesting the mechanisms uncovered here extend beyond read-
ing. When the hierarchical structure was disrupted (for example, by 
removing or collapsing any of the three levels), the agent failed to 
learn effective policies: long-term comprehension goals alone were 
too sparse and insufficient to guide moment-to-moment perceptual 
decisions without intermediate control levels. The need for interme-
diate controllers illustrates how hierarchical control provides both 
efficiency and learnability under bounded resources. This mecha-
nism parallels neural evidence that reading engages fast hierarchical 

processing of orthographic and semantic information across distrib-
uted cortical regions21,22.

Our approach yields clear, testable predictions about how reading 
behaviour should vary across individuals, populations and contexts as 
a function of underlying resource constraints and valuation. Differ-
ences between native and non-native readers should primarily reflect 
weaker lexical and predictive knowledge, leading to reduced skip-
ping and slower integration even for frequent or predictable words55, 
whereas dyslexic reading should instead reflect increased perceptual 
and decoding uncertainty, producing longer fixations and more regres-
sions even when predictability is high56. Beyond group-level effects, sta-
ble individual differences in fixation durations, skipping and rereading 
should be explainable by continuous variation within a shared control 
architecture rather than distinct strategies. Situational factors such as 
time pressure35 or multitasking49,52 should modulate reading behaviour 
by reweighting the relative value of comprehension versus efficiency, 
yielding predictable person-by-situation interactions. These predic-
tions can be evaluated by fitting reader-specific constraints within 
a computational model57, offering a unified approach to studying 
proficiency, impairment and adaptation in reading.

Beyond modelling differences across readers, our approach can 
also be extended to different reading tasks. In our model, task demands 
are expressed through the reward function that defines the agent’s 
objective. For comprehension-driven reading (the primary focus of 
this work), rewards are tied to comprehension quality. However, alter-
native tasks can be specified by redefining the reward function. For 
example, in proofreading, rewards would be associated with detecting 
linguistic errors, whereas in visual search tasks (for example, locating a 
specific word), rewards would depend on successfully identifying the 
target item. Importantly, the same resource-rational control principle 
applies across tasks: differences in behaviour arise not from distinct 
mechanisms but from differences in the reward function that defines 
what counts as success. This formulation allows different tasks to be 
modelled without introducing task-specific or handcrafted control 
rules, as behaviour adapts through changes in the objective rather 
than changes in the control mechanism. In addition, the relative impor-
tance assigned to comprehension can be modulated through weight-
ing parameters in the reward function49. These parameters capture 
variations in task demands as well as intrinsic factors such as reader 
motivation. When comprehension is highly valued, the agent adopts 
more careful, information-seeking strategies; when its value is reduced, 
behaviour shifts towards faster, more effort-efficient reading that 
tolerates partial understanding.

This work has several limitations. First, the model is intended to 
explain general cognitive mechanisms of reading at the group level, 
rather than to provide a fully individualized account of every reader. 
Readers differ in linguistic background, reading proficiency, domain 
knowledge, goals, preferences and idiosyncratic strategies, and such 
differences may lead to systematic variation in fixation allocation, 
regression behaviour and comprehension outcomes. In the present 
work, these differences are captured only partially through model 
parameters. Future work could therefore fit parameters at the indi-
vidual level and test whether the inferred parameters explain stable 
reader-specific traits and task-dependent strategies. Second, although 
the reading-under-time-pressure study provides a controlled test of 
how readers adapt under limited time, the empirical coverage remains 
limited. Future studies should evaluate the model across a wider range 
of genres, text lengths, difficulty levels, reading goals, populations and 
task contexts. Third, comprehension in the present evaluations is oper-
ationalized mainly through recall- and accuracy-based measures. These 
measures capture important aspects of reading comprehension, but 
real-world reading involves richer goals, including learning, aesthetic 
engagement, affective response, information search, decision-making 
and long-term retention. Future work could therefore combine 
eye-tracking with more diverse behavioural and cognitive measures.
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Our computational basis offers a plausible blueprint for 
complex intelligent behaviour beyond reading. Many everyday 
activities, such as writing, sports and skill learning, all require the coor-
dination of high-level reasoning and decision-making with low-level 
perceptual-motor execution. Hierarchical control supported by mul-
tilayer memory systems provides a computational solution to such 
multilevel interplay. By adjusting these memory systems and applying 
realistic perceptual-motor constraints, the same resource-rational 
principles can explain a wide range of intelligent activities, offering 
cognitive science with a unified computational basis for understanding 
human behaviours across these tasks. Deep reinforcement learning 
further implements and enhances these principles by enabling gen-
eralizable control policies in stochastic and uncertain environments. 
Earlier models relied on handcrafted rules that were brittle to context 
or agent changes, whereas amortized training using deep reinforce-
ment learning across varied conditions yields adaptive policies that 
capture human-like variability without manual tuning. This flexibility 
opens new opportunities for systematic evaluation of cognitive and 
behavioural theories in fields such as human–computer interaction, 
education and psychology. For artificial intelligence, the model dem-
onstrates how the learning of human-like behaviour can emerge from 
decision-making rather than the imitation of massive datasets. Ground-
ing policy learning in hierarchical POMDPs integrated with cognitive 
theories provides a top-down route for building interpretable agents 
capable of reasoning, perceiving and acting with human-like efficiency 
and flexibility.

Methods
Datasets
The research complied with all relevant ethical regulations for 
research involving human participants. For the newly collected 
reading-under-time-pressure dataset, all participants were adults, 
provided informed consent before participation and consented to the 
use and sharing of anonymized data for scientific purposes. The study 
used a low-risk behavioural eye-tracking and reading-comprehension 
protocol and did not involve deception, clinical intervention, vul-
nerable populations, biological or genetic material or collection of 
personally identifying sensitive information. At the time of data col-
lection at HKUST Guangzhou, the study was conducted in accordance 
with the applicable local institutional practice for low-risk behavioural 
research; a separate prospective review by an institutional review 
board or ethics committee was not obtained for this dataset. For pre-
viously published datasets, we used only data or summary statistics 
reported in the original publications or made publicly available by 
the original authors.

We validated our model across eight human reading datasets 
spanning word recognition, sentence reading, text comprehension, 
ambiguity-driven regressions and reading under time pressure. 
The word-recognition benchmarks included the Potsdam Sentence 
Corpus eye-tracking dataset of Kliegl et al.24, Rayner’s dataset on 
intraword regression locations27 and the dataset of McConkie et al.28 
on initial fixation locations. Sentence-level reading was evaluated 
using ZuCo 1.0, Task 2 Normal Reading44. Text-level comprehension 
was evaluated using the text-coherence and prior-knowledge dataset 
described by McNamara et al.29. Regression behaviour during syn-
tactic reanalysis was evaluated using Staub and Clifton’s syntactic 
ambiguity dataset33. Time-pressure effects were evaluated using 
both the French time-constrained reading dataset of Vibert et al.35 
and a new English reading-under-time-pressure dataset collected 
for the present study.

For the previously published datasets, participant informa-
tion is reported as described in the original publications. The Kliegl 
et al. dataset24 included 65 native German participants: 33 young 
adults (mean age of 21.9 years, s.d. of 2.2, range 19–28 years) and 32 
older adults (mean age of 69.9 years, s.d. of 5.9, range 54–83 years); 

participant sex and informed-consent procedures were not reported, 
and participants were paid the equivalent of 5 € per hour or received 
course credit. Rayner’s dataset27 included eight college-age partici-
pants; participant sex, exact age, informed-consent procedures and 
compensation were not reported. The dataset of McConkie et al.28 
included 66 college-student participants; participant sex, exact age, 
informed-consent procedures and compensation were not reported. 
ZuCo 1.0 included 12 healthy, right-handed adult native English speak-
ers (five female, seven male; age range of 22–54 years, mean age of 
38 years); participants gave written consent for participation and 
data re-use, the study was approved by the Ethics Commission of the 
University of Zurich and compensation was not reported44. The data-
set of McNamara et al.29 was based on experiment 2 of the original 
publication and included 56 participants aged 10–15 years (mean age 
of 13 years 11 months); participant sex and informed-consent proce-
dures were not reported, and participants were paid US$10. Staub and 
Clifton’s dataset33 included 24 University of Massachusetts Amherst 
students who were native speakers of American English; participant 
sex, age and informed-consent procedures were not reported and 
participants received course credit or were paid US$5. The dataset of 
Vibert et al.35 included 30 young adult university students (16 female, 
14 male; mean age of 21.9 years, s.d. of 3.4 years); all participants gave 
written informed consent, the study was conducted in accordance 
with the Declaration of Helsinki and European General Data Protection 
Regulation under Université de Poitiers agreement number 202342, 
five participants received course credit and compensation for the 
remaining participants was not reported.

Reading under time pressure dataset (English). To evaluate whether 
our model could reproduce human eye movements, memory and com-
prehension patterns under varying time constraints, we required an 
English reading dataset that extended beyond isolated sentences and 
included both eye-tracking and comprehension measures with explicit 
time manipulation. As no existing corpus met these requirements, we 
conducted a dedicated behavioural study that systematically varied 
available reading time (30 s, 60 s and 90 s) while recording both gaze 
behaviour and comprehension performance. Detailed descriptions 
of the datasets are provided in the Supplementary Information sec-
tions 1.1.1–1.18.

We recruited 39 adult participants. After data-quality exclusions, 
32 participants were retained for comprehension analyses and 28 
participants were retained for eye-movement analyses. The 32 par-
ticipants retained for comprehension analyses included 19 female 
and 13 male participants (mean age 24.0 years, s.d. of 3.7, range 
18–34 years). All participants provided informed consent before the 
experiment and received food coupons worth 50 RMB. The study used 
a within-subject design manipulating available reading time across 
three conditions: 30 s, 60 s and 90 s. On each trial, participants silently 
read a short text, whereas their eye movements were recorded using 
Tobii Pro Lab (v1.217.49450) with a Tobii Pro Spectrum eye tracker 
sampling at 1,200 Hz58. Participants then completed a 20-s arithme-
tic distractor followed by a comprehension test consisting of free 
recall and five multiple-choice questions. Texts were generated to 
minimize prior-knowledge confounds, and comprehension items were 
sanity-checked to avoid non-content cues. Fixation and saccade events 
were identified using Tobii’s I-VT filter59. We then applied a post hoc 
line-alignment correction using Fix860, including time-warping and 
chain filters, to improve fixation-to-line mapping. Data preprocessing 
and analysis were conducted using Python (≥3.10) with standard scien-
tific libraries, including NumPy, SciPy and pandas. From these data, we 
computed fixation-, saccade- and comprehension-based metrics used 
to evaluate the model under the same time constraints. Full details on 
data collection, preprocessing and metric definitions are provided in 
Supplementary Information sections 1.1.7 and 1.2, and all materials and 
prompts are provided for reproducibility.
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Model
The model is designed to investigate three core assumptions about 
human reading: (1) cognitive resources for perception, memory and 
time are limited; (2) reading unfolds under uncertainty about word 
identity, sentence meaning and text coherence; and (3) readers act to 
optimize comprehension utility subject to these constraints. Crucially, 
the model does not assume fixed heuristics, handcrafted decision 
rules or task-specific thresholds for skipping, regression or rereading. 
Instead, all eye-movement and rereading behaviours emerge from opti-
mizing expected utility under partial observability and resource costs.

Specifically, human reading was modelled as a three-level resource- 
rational controller comprising a word recognizer, sentence reader and 
text reader. Each level implements a reinforcement learning policy  
that selects actions to maximize expected utility under cognitive  
and temporal costs. The controllers operate at distinct temporal 
scales: within-word fixations, sentence-level eye-movement con-
trol and text-level rereading decisions, which are composed using a 
call-and-return execution structure.

Each controller ℓ ∈ {W, S, T} is formalized as a POMDP, specified by 
a tuple 〈Sℓ, Aℓ, Tℓ, Oℓ, rℓ, γℓ〉, where Sℓ denotes the state representation, 
Aℓ the action space, Tℓ the transition dynamics, Oℓ the observation 
model, rℓ the level-specific reward function and γℓ the discount factor 
(default 0.99). Belief states for partially observable levels are updated 
using Bayesian update and memory construction. Higher-level actions 
(sentence- and text-level decisions) unfold over variable durations 
determined by the lower-level controller and are evaluated using a 
hierarchical value function. This structure allows each controller to 
optimize its own resource-rational objective while contributing to over-
all reading performance. Intuitively, at each level the model captures 
reading as a process of acting under uncertainty. The agent does not 
directly know the true identity of words or the correct interpretation 
of the text but instead maintains uncertain beliefs on the basis of noisy 
visual input and context. At each step, it must decide whether to gather 
more information (for example, by fixating or regressing) or to move 
forward, balancing the expected improvement in comprehension 
against the cost of time and effort. As a result, behaviours such as addi-
tional fixations, skipping or regressions emerge naturally depending on 
the level of uncertainty and the expected value of further processing. 
Detailed derivations and modelling assumptions are provided in Sup-
plementary Information section 1.3, and full implementation details 
are available in the code repository.

Word recognizer. At the lowest time scale, the agent performs a 
word-recognition task. Given a word on the display, the agent must 
decide where to fixate within the word to acquire visual evidence. A 
fixation does not reveal the entire word: instead, it provides a limited, 
spatially localized observation determined by the foveal span. Specifi-
cally, when the agent fixates a position within the word, it observes a 
window of letters centred on that location (with a fixed foveal width), 
whereas letters outside this region remain uncertain. These observed 
letters are encoded and used to update the agent’s belief over candidate 
word identities, reducing lexical uncertainty as more informative let-
ters are sampled. This means that when the agent is uncertain about a 
word, it tends to make additional fixations or choose more informative 
locations, whereas for highly predictable or easily identified words, it 
may terminate early with fewer fixations. Moreover, different fixation 
locations provide different diagnostic information. For example, fix-
ating near the beginning of a word may reveal prefix information that 
distinguishes among candidates sharing similar suffixes. Thus, word 
recognition is not a passive process but an active information sampling 
problem: the agent must choose fixation locations that are informative 
for reducing uncertainty about the word’s identity under constraints 
on time and oculomotor effort.

We formalize this process as a resource-rational control problem. 
At each step, the agent maintains a belief distribution over candidate 

words and evaluates potential fixation locations in terms of their 
expected information gain, defined as the expected reduction in lexi-
cal entropy after observing letters at that location. Fixation actions 
are selected to maximize expected utility, which trades off uncertainty 
reduction against oculomotor and temporal costs. Through succes-
sive fixations, the agent integrates noisy observations to progres-
sively reduce uncertainty until it decides to terminate and recognize 
the word.

•	 State S. s = (x, I, len, w*), where x is current fixation letter index; 
I is the letter information sampled so far. len is the word length; 
w* is the ground-truth word identity. w* is the ground-truth word 
(not directly observable to the agent).

•	 Action A. a = (r, β), where r denotes a coarse fixation region 
within the word (beginning, mid-left, mid-right or ending) and β 
∈ {continue, stop}. When β = continue, the agent first selects a 
target location within the chosen region, and then, the actual 
landed fixation is sampled around this target owing to oculo
motor noise. The final fixation position x′ therefore reflects both 
the agent’s decision and stochastic oculomotor variability, 
resulting in a distribution over landing positions rather than a 
deterministic choice. When β = stop, the agent terminates 
sampling and selects the most probable word under its current 
belief.

•	 Transition T. The environment is static; only the belief  
b(w) = P(w∣I) is updated. Beliefs follow b′(w) ∝ P(I ′ |w)b(w). The 
initial prior P(w) was proportional to corpus frequency 
(SUBTLEX-US61) or contextual predictability (GPT-262). The 
likelihood P(I∣w) is computed with an ideal observer model 
(Supplementary Information section 1.4.1). To maintain a 
bounded lexical memory, only the top five candidates are 
retained after each update.

•	 Observation O. o = (x ′ , Ix ′ , len,b′), where x′ is the new fixation 
position, ix′ are letters revealed at x′ and b′ is the updated belief.

•	 Reward r. U + c(t), where U is the final-step reward of correct 
(+100) or incorrect recognition (−100) and c(t) is the stepwise 
reward (−0.1), denotes the costs of eye movements.

Unlike heuristic word-recognition models that map lexical fea-
tures directly to fixation durations, landing positions or stopping 
rules, our formulation frames word recognition as a control problem 
of uncertainty reduction under cost. Fixation timing, locations and 
termination decisions are derived from this objective rather than 
specified a priori. The resulting control policy is learned via reinforce-
ment learning, rather than specified analytically, enabling fixation 
strategies to emerge from interaction with the word recognition task 
under resource constraints.

Fixation and gaze durations. The simulator produces fixation posi-
tions, which we convert into durations to enable comparison with 
human gaze data. Fixation time is modelled as a function of the lexical 
information gained during the fixation: greater reductions in lexical 
entropy ΔH correspond to longer processing times, modulated by a 
tunable parameter κ(refs. 43,63) and base fixation duration d0

6. The 
mean lexical duration is

μlex = d0 + κΔH,

clipped to the empirically observed range for single fixations of 200–
250 ms (ref. 6). Observed durations are drawn from a Gamma distri-
bution to reproduce the characteristic right-skew of human fixation 
times64. First-pass gaze duration for a word is computed as the sum of 
its first-pass fixation durations6. Saccades are assigned a fixed duration 
of 25 ms, following standard reading models8 and are excluded from 
gaze duration but included in total reading time under time-pressure 
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evaluations. To account for non-fixation intervals (for example, blinks 
and tracking losses), we inflate each fixation duration by a constant 
overhead factor ρ65 estimated from human data. Total time for a word 
is therefore

Dword = ∑
t∈first−pass

(dtlex(1 + ρ) + dsaccade) .

Full derivations and details are provided in Supplementary Informa-
tion section 1.4.1.

Sentence reader. At the medium time scale, the agent performs 
a sentence-reading control task. Given a sentence on the display, 
the agent selects eye-movement actions (fixate, skip or regress) to 
integrate word meanings in short-term memory and form a coher-
ent sentence interpretation66,67. Sentence reading is formulated as 
a resource-rational control problem in which eye-movement poli-
cies are chosen to maximize expected sentence-level comprehension 
while minimizing time and oculomotor costs. The task is formalized 
as a POMDP in which the agent maintains and updates beliefs over 
both the current comprehension state and the identity of upcoming 
words under partial observability. Intuitively, sentence-level control 
determines how the reader moves through the text. When the current 
sentence is easy to integrate, or when upcoming words are predict-
able from context, the agent tends to move forward or skip words 
to save time. When uncertainty or integration difficulty increases, it 
becomes more likely to regress to earlier words to recover meaning 
before continuing.

•	 State S. s = (j, c, ψ1:j, bnext), where j is the index of the currently 
fixated word, c is the short-term context buffer, ψ1:j are apprais-
als of the words read so far (capturing their contribution to 
sentence-level integration) and bnext is the belief over the identity 
of the next word. The belief bnext summarizes uncertainty about 
upcoming input and corresponds to the prediction belief 
described in the main text.

•	 Action A. a = (m, β) with m ∈ {regress, next, skip} and β ∈ {continue,  
stop}. At each step, the agent selects the action that maximizes 
expected cumulative reward, balancing anticipated comprehen-
sion gains against time and eye-movement costs. Although the 
model can generate both interword and intraword regressions, 
where the latter arise from uncertainty during word recogni-
tion, our sentence-level evaluation focuses exclusively on 
between-word regressions.

•	 Transition T. Eye-movement transitions are deterministic. The 
belief over the next word is updated by combining parafoveal 
visual information with contextual predictions

b′next(w) ∝ P(w| letters )PLM(w|c),

followed by normalization. Here, P(w∣letters) encodes noisy 
parafoveal letter information (modulated by visual acuity and 
word length), whereas PLM(w∣c) captures contextual predict
ability from prior words using a pretrained language model (LM).  
Together, these terms incorporate lexical factors such as  
frequency, predictability and visual preview into the agent’s 
belief state.

•	 Observation O. o = ( j, b′next, ψj, ut), where ψj is the appraisal of  
the currently fixated word and ut is the running comprehension 
score. The comprehension signal ut reflects how well the 
sentence has been integrated so far and corresponds to the 
comprehension belief described in the main text.

•	 Reward r. Each eye-movement step incurs an oculomotor cost 
of −0.1, scaled by a regression penalty wreg for regress actions. 
When the agent chooses stop, a terminal reward is issued:  

a positive reward proportional to the final sentence-level com-
prehension score if the sentence has been fully read and a large 
negative reward otherwise. Full details are provided in Supple-
mentary Information section 1.4.2.

Importantly, skipping and regression decisions are not triggered 
by lexical thresholds or structural rules. Instead, lexical information 
enters the model through the observation process and shapes the 
agent’s belief state, which is then used by the agent to evaluate the 
expected utility of alternative actions. As a result, eye-movement 
behaviour such as skipping predictable words or regressing under 
integration difficulty emerges from belief-guided control aimed at 
maximizing comprehension under resource constraints.

Text reader. At the text level, the agent maintains a capacity-limited, 
noisy representation of text meaning from the imperfect memory 
rather than a veridical record of all previously read content. The agent 
performs a text-reading control task. Given a multisentence passage, 
the agent selects which sentence to read or revisit to construct a 
coherent representation of the text. Text reading is formulated as a 
resource-rational control problem in which sentence-selection poli-
cies are chosen to maximize expected text-level comprehension while 
minimizing time, memory and rereading costs. As the agent does not 
have direct access to the true underlying text state and observes only 
its own memory appraisals of previously read sentences, the task is 
formalized as a POMDP. At each step, the agent selects a sentence to 
read or revisit to improve its belief about the evolving text representa-
tion. At the text level, the agent decides which parts of the text to revisit 
to build a coherent overall understanding. As memory is limited and 
noisy, the agent may be uncertain about how well earlier sentences 
have been integrated into the evolving representation of the text. For 
example, if earlier sentences were poorly understood or weakly inte-
grated, the agent may choose to reread them to improve its memory 
representation and restore coherence. By contrast, when the text is 
well understood and uncertainty is low, it proceeds forward without 
revisiting earlier content. Thus, rereading behaviour reflects the agent’s 
attempt to reduce uncertainty about the overall meaning of the text 
under memory constraints.

•	 State S. s = (k, doc, btext), where k is the index of the current  
sentence, doc is the static document representation and btext is 
the belief distribution over sentence-level appraisals accumu-
lated so far.

•	 Action A. a = (m, β), where m ∈ {next, regress} and β ∈ {continue, 
stop}. For regress, the agent specifies the sentence index to 
revisit.

•	 Transition T. The text is static and eye movements land deter-
ministically on the target sentence. After reading a sentence j, 
its appraisal φj is updated using a coherence score derived from 
a pretrained LM, normalized to [0, 1]. Details of the appraisal 
computation, integration mechanism and normalization appear 
in Supplementary Information section 1.4.3.

•	 Observation O. o = (k, b′
text, φk, ut), where b′

text is the updated 
belief over sentence appraisals, φk  is the appraisal of the 
currently visited sentence and ut  is the running comprehension 
score.

•	 Reward r. Each reading step incurs a small oculomotor cost. 
When the agent chooses STOP, a terminal reward is issued: a 
positive comprehension-based score if the entire text has been 
read and a large negative penalty otherwise. The terminal  
score depends on the sentence-level appraisals accumulated 
during reading, with lower-appraisal sentences exerting dispro-
portionately greater influence; full mathematical definitions  
and derivations are provided in Supplementary Information 
section 1.4.3.

http://www.nature.com/nathumbehav


Nature Human Behaviour

Article https://doi.org/10.1038/s41562-026-02534-0

Memory system. At the text level, the agent maintains a coarse rep-
resentation of text meaning, which is updated after each sentence. 
The sentence is first mapped to a set of conceptual units, and a small 
subset is selected as gist elements based on their relevance and coher-
ence with the evolving context. These selected elements update the 
agent’s long-term memory representation of the text, with repeated 
encounters strengthening their activation. Full details of the parsing 
procedure, schema-based selection mechanism and long-term memory 
update rules are provided in Supplementary Information section 1.4.3.

Reading under time pressure. To model the speed-accuracy trade-off 
imposed by time constraints, we retain the same hierarchical POMDP 
structure and introduce a small set of modifications at the sentence 
and text levels. These modifications control how time pressure alters 
the agent’s available steps, state representation and reward structure.

At the sentence level, the agent receives a time-derived budget of 
reading steps as state and observation signals, indicating the remain-
ing allocation and whether the agent has exceeded this budget. 
Once the budget is exceeded, reading continues but incurs a small 
overtime penalty at each step. Skipping a word leads to a controlled 
degradation of its integration value, reflecting the information loss 
observed in human skipping behaviour. Early termination before all 
words are processed yields an additional penalty; otherwise, the usual 
sentence-comprehension reward is used. At the text level, both the 
state and observation are augmented with the global remaining time. 
Episodes terminate automatically when the available time expires or 
the agent issues the stop action. The terminal reward combines the 
text-level comprehension score with a progress-dependent bonus that 
encourages the agent to balance depth of processing with coverage 
under different time constraints. This leads to behaviour in which, under 
tighter time constraints, the agent reads more quickly by skipping more 
and regressing less, at the cost of reduced comprehension, reproducing 
the speed-accuracy trade-off observed in human reading. This pattern 
arises because the agent prioritizes actions that maximize expected 
comprehension under limited time, favouring faster but less thorough 
information sampling when resources are constrained. Implementation 
details are shown in Supplementary Information section 1.4.4.

Training and simulation
Training. Each controller—the word recognizer, sentence reader and 
text reader—was trained independently in a reinforcement learning 
environment. Policies were parameterized by neural networks and 
optimized through trial-and-error interaction with their respective 
POMDP environments implemented in GYMNASIUM68 and trained 
using STABLE-BASELINES369. This hierarchical training scheme avoids 
sparse-reward pathologies inherent in flat reinforcement learning by 
assigning each level a local objective with immediate feedback. Train-
ing stimuli consisted of synthetic or corpus-derived text materials. 
Critically, no human behavioural data (for example, gaze patterns or 
comprehension scores) were ever used during learning; all human data 
were reserved exclusively for post hoc evaluation.

Simulation and validation. After training, each controller was com-
bined hierarchically to generate full reading simulations. Human 
behavioural datasets were used only for evaluation, enabling direct 
comparison between the model’s simulated eye-movement patterns 
and comprehension outcomes and those observed in readers. Valida-
tion followed the structure of the hierarchy: word-level simulations 
were assessed using gaze-duration effects, sentence-level simula-
tions were evaluated through skip and regression behaviour and text- 
level simulations were assessed via recall and comprehension scores. 
Under time-pressure conditions, model predictions for both gaze 
dynamics and comprehension accuracy were compared against human 
adaptations to varying deadlines. Details of training and simulation can 
be found in Supplementary Information section 1.5.

Parameters and fitting
Most model parameters ϕ were either anchored to established empiri-
cal findings or treated as tunable values optimized against behavioural 
benchmarks. Parameter definitions, literature justifications, ranges 
and final values are provided in Supplementary Information section 
1.6 and summarized in Extended Data Table 1.

Model parameters ϕ were optimized to minimize a composite dis-
crepancy between simulated and human data using a simulation-based, 
likelihood-free fitting procedure1 (see Supplementary Information 
section 1.6 for details). The discrepancy combined curve-level losses 
for conditional bin means (variance-aware reduced χ2), cell-mean 
losses when only few conditions were available (sum of squared errors) 
and distributional losses when full conditional distributions were 
available ( Jensen–Shannon divergence70). Each metric subset was 
associated with its corresponding parameter(s): gaze-duration curves 
for κ, skipping/regression patterns for wreg, recall distributions for  
τH and τL and time-pressure adaptation metrics for ρ, wTP, wIL and wRP. 
Fitting proceeded in stages: single-parameter subsets (κ, wreg, τH/L) were 
tuned via exhaustive grid search over specified ranges, whereas the 
multiparameter time-pressure subset (ρ, wTP, wIL, wRP) was optimized 
using Bayesian optimization71,72 to efficiently explore the joint space 
with limited simulation-evaluation cycles. The staged procedure pro-
duced a final parameter set ϕ* minimizing the composite objective and 
aligning simulated behaviour with human benchmarks; ϕ* was shared 
across all analyses. All fitted parameters are theoretically grounded and 
optimized against aggregated human metrics, representing average 
rather than individual reading behaviour. Details of discrepancy func-
tion and tuning procedures can be found in Supplementary Informa-
tion section 1.6.3.

Reporting summary
Further information on research design is available in the Nature 
Portfolio Reporting Summary linked to this article.

Data availability
All data supporting the findings of this study are available via the 
Open Science Framework (OSF) under accession https://osf.io/
q2dm6/ at https://doi.org/10.17605/OSF.IO/Q2DM6. These include 
the newly collected eye-movement and comprehension data from 
the reading-under-time-pressure study, simulation data generated 
by the model and the processed datasets used for statistical analyses 
and figure plotting.

Code availability
The code used to implement the model, run the simulations and repro-
duce the analyses is available via GitHub at https://github.com/BaiYun-
peng1949/hierarchical-resource-rational-reader. The repository also 
contains the analysis scripts and outputs used to generate the reported 
results and figures. The code is released under an open-source license.
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Extended Data Table 1 | Assumptions and tunable parameters in the reading model

Type Name Explanation Range Value Method

Visual perception nfov Number of high-acuity letters visible in foveal vision [7, 9] letters 8 letters L

Visual perception nparafov Number of previewable letters in the next word (parafoveal 
vision)

≤ 3 letters 2 letters L

Eye movement dsaccade Duration for executing a saccade [20, 50] ms 25 ms L

Eye movement K Processing time cost per bit of lexical information gain 
(entropy change)

(2, 4) ms/bit 3.50 ms/bit O

Eye movement ρ Non-fixation overhead fraction [0.1, 0.3] 0.30 O

Memory CSTM Capacity of the short-term memory buffer [5, 9] 5 L

Memory τLTM Reader’s proposition activation threshold for integrating  
into the LTM

[0, 1] 0.32 O

Memory τH High prior knowledge readers’ proposition activation 
threshold for merging into LTM

[0, 1] 0.838 O

Memory τL Low prior knowledge readers’ activation threshold [0, 1] 0.844 O

Information loss wIL Penalty weight for information loss due to skipped words [0, 1] 0.70 O

Preferences wreg Weighting the cost of regressions [0, 1] 0.80 O

Preferences wRP Weighting for forward reading progress over regressions [0, 3] 1.50 O

L stands for Literature, O stands for Optimization.
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Extended Data Fig. 1 | Illustration of word-recognition dynamics in the  
resource-rational POMDP model. At each fixation, the agent receives a noisy 
visual observation Ot (letters within the current foveal region), which updates 
a belief distribution over candidate words in lexical memory Bt (orange nodes). 
The bar plots show these evolving belief states: as more evidence is sampled, the 
probability of the correct word (red bar) increases and becomes discriminable 
from candidates. Based on the current belief, the agent selects an eye-movement 
action At, either continuing to sample additional letters (and where to fixate) or 
terminating recognition. Frequent or predictable words require fewer fixations 
because their beliefs converge more quickly. Together, word recognition 

emerges as a boundedly optimal process of reducing uncertainty while 
balancing eye-movement costs Ct and recognition utility U. a. Reading the word 
intermittent: fixations proceed sequentially from left to right, and the belief 
over candidate words progressively sharpens, with the target word becoming 
increasingly dominant as more informative letters are sampled. b. Reading the 
word computer: when the initial fixation lands on a suboptimal (for example, 
lateral) position, the agent initiates an intraword regression to acquire additional 
diagnostic information, leading to a subsequent increase in confidence in the 
target word.
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a. Skip the word ‘his’

b. Regress the word ‘Quadricycle’

Context: ‘he personally drove’
Parafoveal preview: 

Context: ‘drove his quadricycle’
Parafoveal preview: 

Agent predicts next word: his
Belief (prediction confidence): high

Agent predicts next word: vision
Belief (prediction confidence): low

Belief (comprehension level): high

Belief (comprehension level): low

Words integration

Words integration

Agent

Agent

Skip
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decision-making

decision-making

Belief
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Extended Data Fig. 2 | Illustration of sentence-level reading dynamics in 
the resource-rational POMDP model. The agent reads sentences through a 
combination of forward movements, skipping, regressions, and termination 
decisions. When reading the given sentence, it minimizes eye-movement effort 
and time cost Ct while maximizing sentence-level comprehension utility U, 
defined as ut, which is the geometric mean of all word appraisals φt. Words that 
are highly predictable are skipped to save time, whereas difficult or incoherent 
words trigger regressions to restore comprehension. Visual input Ot, sampled 
by word recognition agent, includes both foveal and parafoveal information: 
letters at fixation are seen clearly, while adjacent words are perceived with lower 
acuity. This parafoveal preview, combined with contextual cues in short-term 
memory, allows the agent to predict upcoming words and maintain a belief 
distribution over possible candidates (shown as bar charts; higher confidence 
indicated by red bars). Based on these beliefs, the agent strategically decides 
whether to skip or make a forward fixation. Regression decisions, in contrast, 

are guided by the estimated comprehension of the text read so far. When 
comprehension drops, the agent evaluates whether the expected gain from 
rereading outweighs the additional time and effort costs, and will regress if doing 
so improves overall understanding. Together, these processes demonstrate how 
sentence reading emerges as a boundedly optimal control of visual sampling 
and memory integration under cognitive and temporal constraints. a. Skipping 
the word his: given the preceding context and parafoveal preview, the agent 
assigns a high-probability belief to the upcoming word. Because both prediction 
confidence and current comprehension belief are high, skipping is expected 
to incur minimal risk to overall understanding while reducing time and effort 
costs. b. Regressing the word Quadricycle: when the word is difficult to integrate 
into the evolving sentence representation, the agent’s comprehension belief 
decreases. Under this low-confidence state, the expected value of re-reading the 
word outweighs the additional cost, leading the agent to initiate a regression to 
recover comprehension.
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The city has announced an expansion of its public bicycle program to meet growing demand for eco-friendly 

transportation. Starting next month, 500 new bikes will be added to the fleet, and new docking stations will be 

installed across key areas. Launched three years ago, the program has seen significant growth, with daily 

ridership up by 20% in the past year. City officials believe the expansion will encourage more residents to bike 

rather than drive, especially for short trips. The new bikes have GPS tracking and improved safety features, 

including reflective strips and better lighting.

The first sentence

Extended Data Fig. 3 | Illustration of text-level reading dynamics in the 
resource-rational POMDP model. When reading multi-sentence text, the 
agent decides whether to proceed to the next sentence (red), regress to an 
earlier sentence (green), or terminate reading. These decisions are governed 
by two interacting components. (1) Sentence appraisals Bt, quantify how well 
each sentence integrates into the evolving schema-guided long-term memory; 
bar charts show the belief distribution over appraisals, with higher values 
indicating stronger contributions to coherence. (2) Text-level comprehension ut, 
is computed as the geometric mean of all processed sentence appraisals. When 

comprehension of a newly read sentence falls below expectation, the agent 
strategically regresses to reread earlier sentences. Such revisits trigger additional 
processing cycles that strengthen relevant propositions in memory, raising their 
appraisal scores and improving global coherence. These dynamics illustrate 
how reading decisions arise from the continuous optimization of overall 
comprehension utility u against the time and effort costs of eye movements 
Ct, it also demonstrates the mutual effect between eye-movement control and 
memory construction in text comprehension.
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Extended Data Fig. 4 | Stimulus presentation. Reading stimuli were displayed at the Tobii eye-tracker monitor. Centering the text minimizes distortions and reduces 
measurement error in marginal regions, thereby improving eye-movement data quality.
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Extended Data Fig. 5 | Simulation effects on fixation and saccade-related 
metrics. a–e, Mean fixation duration, saccade amplitude, number of saccades 
per second, mean gaze velocity and percentage of fixations landing on 
content words. Each panel shows mean values standard deviation across three 
time-constraint conditions (30 s, 60 s, 90 s). Error bars represent between-
episode variability within the simulated data. As time pressure decreased, 
fixation duration slightly lengthened, saccade amplitude and gaze velocity 

decreased, and the proportion of fixations landing on content words increased. 
These trends mirror the qualitative patterns reported in the new dataset, 
even though our model was evaluated on different English stimuli and time 
constraints. The comparison therefore concerns the direction and relative 
shape of the effects, not the specific dataset or materials, demonstrating that 
the simulated control policies reproduce key signatures of human reading 
adaptation under varying time constraints.
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Statistics
For all statistical analyses, confirm that the following items are present in the figure legend, table legend, main text, or Methods section.

n/a Confirmed

The exact sample size (n) for each experimental group/condition, given as a discrete number and unit of measurement

A statement on whether measurements were taken from distinct samples or whether the same sample was measured repeatedly

The statistical test(s) used AND whether they are one- or two-sided 
Only common tests should be described solely by name; describe more complex techniques in the Methods section.

A description of all covariates tested

A description of any assumptions or corrections, such as tests of normality and adjustment for multiple comparisons

A full description of the statistical parameters including central tendency (e.g. means) or other basic estimates (e.g. regression coefficient) 
AND variation (e.g. standard deviation) or associated estimates of uncertainty (e.g. confidence intervals)

For null hypothesis testing, the test statistic (e.g. F, t, r) with confidence intervals, effect sizes, degrees of freedom and P value noted 
Give P values as exact values whenever suitable.

For Bayesian analysis, information on the choice of priors and Markov chain Monte Carlo settings

For hierarchical and complex designs, identification of the appropriate level for tests and full reporting of outcomes

Estimates of effect sizes (e.g. Cohen's d, Pearson's r), indicating how they were calculated

Our web collection on statistics for biologists contains articles on many of the points above.

Software and code
Policy information about availability of computer code

Data collection Eye-movement data for the new dataset ("Reading under time pressure") were collected using Tobii Pro Lab (v1.217.49450) with a Tobii Pro 
Spectrum (1200 Hz) eye tracker, as described in Supplementary Information Section 1.1.7. Fixation and saccade events were identified using 
the Tobii I-VT filter. No custom software was used for raw data acquisition beyond vendor-provided tools.

Data analysis Data preprocessing and analysis for the "Reading under time pressure" dataset were conducted using Python (≥3.10) with standard scientific 
libraries (NumPy, SciPy, pandas), as described in Methods and Supplementary Information Section 1.2 and 1.4. Eye-movement correction was 
performed using Fix8. Model simulations and analyses were implemented using Python (repository: hierarchical-resource-rational-reader, 
link: https://github.com/BaiYunpeng1949/hierarchical-resource-rational-reader/). Reinforcement learning components used Stable-
Baselines3. Text processing and language-model components relied on pretrained transformer models, including BERT and GPT-2, as 
described in Supplementary Information Section 1.4.

For manuscripts utilizing custom algorithms or software that are central to the research but not yet described in published literature, software must be made available to editors and 
reviewers. We strongly encourage code deposition in a community repository (e.g. GitHub). See the Nature Portfolio guidelines for submitting code & software for further information.
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Data
Policy information about availability of data

All manuscripts must include a data availability statement. This statement should provide the following information, where applicable: 
- Accession codes, unique identifiers, or web links for publicly available datasets 
- A description of any restrictions on data availability 
- For clinical datasets or third party data, please ensure that the statement adheres to our policy 

 

All data supporting the findings of this study are available at the Open Science Framework under accession https://osf.io/q2dm6/ (DOI: 10.17605/OSF.IO/Q2DM6). 
These include the newly collected eye-movement and comprehension data from the reading-under-time-pressure study, simulation data generated by the model, 
and processed datasets used for statistical analyses and figure plotting. Publicly available datasets analysed in this study, including ZuCo, were obtained from their 
original sources under the terms specified by the respective dataset providers; the processed data used in our analyses are included in the OSF repository where 
permitted. Summary data extracted from previously published studies were used only in processed or aggregated form and are included where needed to support 
the analyses and figures.

Research involving human participants, their data, or biological material
Policy information about studies with human participants or human data. See also policy information about sex, gender (identity/presentation), 
and sexual orientation and race, ethnicity and racism.

Reporting on sex and gender Sex was recorded by participant self-report where available and is reported descriptively. Sex or gender was not treated as an 
experimental variable and was not included in the study design or analysis because no sex- or gender-based hypotheses were 
formulated.

Reporting on race, ethnicity, or 
other socially relevant 
groupings

No analyses were conducted using race, ethnicity, or other socially relevant groupings. These variables were not used in the 
study design or analysis because they were not theoretically relevant to the research questions addressed.

Population characteristics Participants were adult volunteers with normal or corrected-to-normal vision and no reported reading impairments. No 
clinical populations were involved. Additional task-relevant inclusion criteria are described in the Methods section.

Recruitment Participants were recruited from a university participant pool and through campus-wide advertisements. Participation was 
voluntary and compensated. As with most laboratory-based behavioural studies, the sample represents a convenience 
sample, which may limit generalizability beyond similar populations.

Ethics oversight At the time of data collection at HKUST Guangzhou, the newly collected reading-under-time-pressure study was conducted in 
accordance with the applicable local institutional practice for low-risk behavioural research. A separate prospective review by 
an institutional review board or ethics committee was not obtained for this dataset. The study involved adult participants, 
used a low-risk behavioural eye-tracking and reading-comprehension protocol, and did not involve deception, clinical 
intervention, vulnerable populations, biological or genetic material, or collection of personally identifying sensitive 
information. All participants provided informed consent before participation and consented to the use and sharing of 
anonymized data for scientific purposes.

Note that full information on the approval of the study protocol must also be provided in the manuscript.

Field-specific reporting
Please select the one below that is the best fit for your research. If you are not sure, read the appropriate sections before making your selection.
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For a reference copy of the document with all sections, see nature.com/documents/nr-reporting-summary-flat.pdf

Behavioural & social sciences study design
All studies must disclose on these points even when the disclosure is negative.

Study description This study combines a new quantitative laboratory-based behavioral experiments ("Reading under time pressure") with 
computational modeling, described in Methods and Supplementary Information Section 1.1.7. Human eye-movement data during 
reading were collected using eye tracking and analyzed quantitatively. The empirical data were used to evaluate and validate a 
hierarchical computational model of resource-rational reading behavior, described in Results Section "Speed-accuracy trade-off when 
reading under time pressure" and "Validating the necessity of hierarchical resource rationality".

Research sample We recruited 39 adult participants from a university population. After data-quality exclusions, 32 participants were retained for 
comprehension analyses and 28 participants were retained for eye-movement analyses. The analysed comprehension sample 
included 19 female and 13 male participants, with mean age = 24.0 years, SD = 3.7, range = 18–34 years. Participants had normal or 
corrected-to-normal vision and no reported reading impairments. The sample was a laboratory-based convenience sample and was 
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not intended to be representative of the general population.

Sampling strategy Participants were recruited through university mailing lists and online announcements. No formal sample-size calculation was 
performed before data collection. The target sample size was set at over 30 participants, which was considered sufficient to estimate 
the distributions of eye-movement and comprehension measures and to compare human behavioural patterns with model 
predictions. We recruited 39 adult participants; after data-quality exclusions, 32 participants were retained for comprehension 
analyses and 28 participants were retained for eye-movement analyses. Participants were compensated 50 RMB for taking part in 
the study.

Data collection Data were collected in a controlled laboratory setting using a desktop-mounted eye tracker to record eye movements during reading. 
Participants were seated in front of a computer screen and read text passages presented on the screen while their eye movements 
were recorded. In addition to eye-movement data, participants completed task-related comprehension tests, including multiple-
choice questions and free-recall tests. Only participant data and researcher-collected responses were recorded during data 
collection. The researcher was not blind to experimental condition because all participants completed all conditions in a within-
subject design.

Timing Data collection began on 17 August 2024 and ended on 22 October 2024. Data were collected over nine laboratory sessions during 
this period. There were no systematic gaps between collection periods that affected the composition of the sample.

Data exclusions Data exclusions were applied according to pre-established data-quality criteria. Of the 39 participants initially recruited, 7 were 
excluded from comprehension analyses because of failure to complete the task, invalid behavioural data, or outlying comprehension/
gaze measures. The remaining 32 participants were retained for comprehension analyses. For eye-movement analyses, an additional 
4 participants were excluded because of excessive eye-tracking data loss or calibration/recording quality issues, leaving 28 
participants with valid eye-movement data. No post hoc exclusion criteria were introduced. Full details are reported in the Methods 
and Supplementary Information Sections 1.1.7 and 1.2.

Non-participation No participants withdrew after providing informed consent. Details are provided in the Methods section.

Randomization A within-subject design was employed in which all participants completed reading tasks under three time-pressure conditions (30 s, 
60 s, 90 s). Assignment of text stimuli to time-pressure conditions was counterbalanced across participants using a Latin square 
design to control for order and carryover effects. Details are provided in Supplementary Information Section 1.1.7.

Reporting for specific materials, systems and methods
We require information from authors about some types of materials, experimental systems and methods used in many studies. Here, indicate whether each material, 
system or method listed is relevant to your study. If you are not sure if a list item applies to your research, read the appropriate section before selecting a response. 
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Methods
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Novel plant genotypes Describe the methods by which all novel plant genotypes were produced. This includes those generated by transgenic approaches, 
gene editing, chemical/radiation-based mutagenesis and hybridization. For transgenic lines, describe the transformation method, the 
number of independent lines analyzed and the generation upon which experiments were performed. For gene-edited lines, describe 
the editor used, the endogenous sequence targeted for editing, the targeting guide RNA sequence (if applicable) and how the editor 
was applied.

Seed stocks Report on the source of all seed stocks or other plant material used. If applicable, state the seed stock centre and catalogue number. If 
plant specimens were collected from the field, describe the collection location, date and sampling procedures.

Authentication Describe any authentication procedures for each seed stock used or novel genotype generated. Describe any experiments used to 
assess the effect of a mutation and, where applicable, how potential secondary effects (e.g. second site T-DNA insertions, mosiacism, 
off-target gene editing) were examined.
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